Populating Quarterly Constant Price Supply and Use Tables with Seasonally Adjusted Data

Abstract

National accounts structures and systems in leading national statistics institutes (NSIs) are in a constant state of evolution and development.  Some decades ago many NSIs began to supplement their annual accounts with quarterly versions.  More recently, annual chain-linking has been adopted in many countries.  Increasing use has also been made of supply and use tables and the input-output analyses that can be derived from them.

The Office for National Statistics (ONS) in the United Kingdom is currently considering ways in which these can be combined resulting in a set of quarterly, constant price supply and use tables that can form the basis of a balancing strategy.  This paper looks at some of the time series issues involved in achieving this.  It focuses, in particular, on how such a set of tables can be populated with seasonally adjusted data.

This is a complex problem.  The strategy for seasonal adjustment has to be guided by many judgements about the order and level of aggregation at which to perform chain-linking, seasonal adjustment and other operations which form part of the national accounts compilation.  Within the UK a set of supply and use tables with dimensions of 197 industries by 369 products is being considered requiring in excess of 300,000 seasonally adjusted series.

The paper starts by setting out why seasonal adjustment is necessary in this context before describing the approach that is being considered for the UK accounts.  To the author's knowledge, this is the first time that an attempt has been made to define a system of seasonal adjustment for quarterly, constant price supply and use tables on this scale.  However, it is likely that many leading NSIs will face the same problem over the next decade as tables of this type are adopted more widely.
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Some preliminaries

The framework for national accounts is an ingenious construct, for which a significant amount of development was done by the British economist Richard Stone (he received a Noble Prize for the work in 1984, although his key pioneering work in this area was in the 1940s and ‘50s).  At its heart is a set of tables that form an accounting identity for three different measures of Gross Domestic Product (GDP).  As well as GDP itself, these tables contain many other key macro-economic indicators, including exports, imports, output, household expenditure and capital investment.  The full national accounts framework is more comprehensive still, covering much economic and financial activity which falls outside the definition of GDP (and beyond the scope of this paper).   
GDP is defined as a single figure, with no double counting, of all the output within a country’s given territory of goods and services carried out by all the firms, non-profit institutions, government bodies and households.  It is most commonly calculated for calendar years or quarters and successive measures over time enable economic growth to be calculated.

GDP can be measured in three different ways; output, expenditure and income.  Depending on the data sources available in any given country, these can be measured more or less independently.  To give a feel for how this works, consider the total supply of goods and services within a given country.  The supply is made up of all the goods and services produced in the country (P) plus any that are imported (M).  Several things can happen to any of these goods or services.  They can be:  
i. used up in the production of other goods and services, known as intermediate consumption in the accounts (IC), e.g. vegetables are bought by a restaurant in order to make meals that are sold to customers;
ii. purchased for consumption, e.g. householders buy vegetables for their own consumption (C); 
iii. purchased for production of other goods and services, but not used up in the process (known as ‘fixed capital formation’ in the accounts), e.g. farm machinery used for growing vegetables (I);
iv. exported (X);
v. added to stocks (unsold goods at the end of the period; in fact the relevant national accounting concept is the change in ‘inventories’ between the start and end of the reporting period) (S).
This is somewhat simplified.  However, from it we can derive the basic identity that supply must equal use:


P + M = IC + C + I + X + S.
A little rearrangement gives us the following:


P – IC = C + I + S + (X – M).

On the left hand side we have the Production measure of GDP (domestic production minus intermediate consumption) and on the right-hand side the Expenditure measure (final consumption plus capital formation plus change in inventories plus exports minus imports).  The third measure of GDP, Income, is derived from the income arising from this economic activity, principally wages and salaries and profits.  By defining carefully each of the components of the Output, Expenditure and Income measures, then one can derive the identity:


GDP(O) = GDP(E) = GDP(I). 

This three-way identity is useful because for any given period we can measure, separately, each of the components of the three measures, and compare the resulting three estimates of GDP. Many forms of error are present in the estimates; gaps and overlaps in coverage, sampling errors from survey data sources and reporting errors to name but a few.  The three estimates of the measures are therefore always different giving rise to the process of data confrontation known as the GDP balancing process. 
The balancing process involves an analysis of the measures to determine where errors are most likely to lie in the data and the implementation of balancing adjustments to bring estimates of the three measures into line with each other.  This can be done automatically using modelling procedures, or algorithms with pre-determined adjustment parameters calibrated by, for example, estimates of the standard errors of each of the components feeding into the measures.  It can also be done by scrutiny of the data, looking for implausible movements since the last reporting period, inconsistencies with other sources of economic data such as that from the labour market, or specific areas of apparent data inconsistency.
Of particular help in this analysis is a breakdown of the components of each GDP measure into individual industries or products.  These breakdowns are used in particular for reconciling the Output and Expenditure measures by product, using the supply and use framework set out above, and for reconciling the Output and Income measures by industry.  It also ensures that deflation (discussed later on) is applied and analysed at a detailed level.  
Supply and Use tables can be readily transformed into input-output tables, a special case of the tables in which the number of industries and products is the same.  This generates square matrices for some key parts of the tables having properties that, with some simple matrix algebra, can be used to produce a new set of tables.  These indicate how much each industry requires of the production of each other industry in order to produce each unit value of its own output. Product by Product Input-Output Tables can also be derived.
Within the ONS, we aim to develop quarterly supply and use tables with dimensions of 197 industries and 369 products.  This results in some very large tables to be populated with estimates from the various sources of available data.  Some components - domestic production and intermediate use - need to be estimated for a complete 197 x 369 matrix.  Other components, including final demand,  exports and imports need to be split by product, while components of the income measure of GDP need to be split by industry.
Time Series and Seasonality

Supply and use tables are currently produced in the UK on an annual basis, although we are aiming to produce quarterly versions in the future.  For the quarterly version each cell in the supply-use tables takes a value in each quarter the matrices are constructed for.  Putting together these quarters for any given cell results in a quarterly time series.  For a full set of tables of the dimensions indicated above, this results in many thousands of time series.  
In their raw state these time series are difficult to interpret as they are subject to seasonal patterns associated with the time of the year.  This seasonality can be estimated and removed from the quarterly series by applying a process of seasonal adjustment.  Seasonally adjusted series are particularly desirable for supply and use tables for the following key reasons:

1. They help to interpret quarterly movements in cell estimates, assisting validation of the inputs into the series and identification of errors and unusual movements.

2. They enable analysis of the supply and use tables for balancing purposes to be conducted in a form which is easier to interpret across time.

3. Most key economic indicators, and the whole of the GDP framework, is published in the UK in seasonally adjusted form and so it makes sense for the analysis and balancing also to be in this form, focused on the key figures to be published. This meets the needs of external uses and statutory requirements of the European Union.  

Prices

Seasonality is not the only feature of time series in their raw state that makes quarterly growth hard to interpret.  Most data used to populate these tables are collected in value terms.  For example, total household expenditure in any given quarter is expressed as the total value of purchases during that quarter.    However the prices of goods and services change over time obscuring real growth; the fact that the total value of sales of beer rises by 3% from one quarter to the next is put into a very different light if told that prices have increased by 5% over the same period as it implies that the volume of beer sold has actually fallen by about 2%.  

The influence of prices on the time series is stripped out through a process of deflation – dividing the value (or ‘current price’) series by a price index for the good or service in question.
The process of deflation results in a time series for which, conceptually, prices are held constant and movements in the series represent changes in volume, or quantity/quantum of the good or service.  However, an additional difficulty arises when volumes of goods or services need to be aggregated.  At this stage some form of weighting is required to prevent, for example a million bananas and a million cars being added together to get a quantity of 2 million.  Clearly a car represents much more production or consumption, or whatever economic activity is being measured, than a banana and some mechanism is required to reflect this.  
Prices come to the rescue, as the relative prices of goods and services are typically a good representation of relative production cost, or consumer utility.  Hence, time series of aggregates of goods and services can be weighted together with prices fixed at a particular point in time.  Again, however, we run into trouble, because the relative prices of goods and services change over time and can become out of date.
The solution to this is the process of chain-linking.  This can be done in several ways, but the approach used in the UK is to update price structures once a year in the fourth quarter of each year.  Quantities in the last quarter of each year are valued at both the average prices of the previous year (Previous Year Prices or PYPs) and at the average prices of the current year (Current Year Prices, or CYPs).  Aggregation of series is done in PYPs and CYPs.  The ratio of the two is then used as a scaling factor to link the series each fourth quarter (known as ‘chaining’).  Some calibration (using a cubic splining technique in the UK) is then required to ensure that the resulting index is consistent with chain-linked annual estimates.  What we end up with is a set of quarterly time series known as Chained Volume Measures (CVMs).  

Chained volume measures are the main form in which most of the key economic indicators are published. However, a mathematical consequence of the chain-linking process is that in CVM form additivity is not maintained; components do not add to totals.  This renders the CVM form of the time series inappropriate for use in the balancing process which relies on additivity across the entire supply and use framework to achieve the basic identity of the three different measures of GDP.  GDP balancing of the Output and Expenditure measures therefore takes place using series expressed in PYPs which do have the property of additivity.  Note that the concepts of price and volume have little meaning for the Income measure of GDP and its components and so the Income measure is only balanced in current price terms and the requirements and complexities of chain-linking do not arise. 
Requirements
Having set out the main concepts, we can now look at the main data implications caused by the inter-relatedness of various parts of the framework for a full set of balanced seasonally adjusted quarterly supply and use tables.   They are:
1.
Domestic production and Intermediate Consumption tables for 197 industries times 369 products expressed in Current Prices (CPs) and in Previous Year Prices (PYPs)
2.         Expenditure components of GDP broken down into 369 products, expressed in CPs and PYPs 
3.
Income components of GDP broken down into 197 industries expressed in Current Prices.
This amounts to approximately 300,000 seasonally adjusted quarterly time series.  The data demands and processing required to populate the tables and to balance them are enormous.  There are also some difficult methodological decisions to be made about the order in which the various operations involved – aggregation, chain-linking, seasonal adjustment and balancing – should be performed.  There are no simple solutions to this, but some of the considerations and practical solutions involved in designing such a system from the rest of this paper.
Aggregation and Seasonal Adjustment

There is an extensive literature on the relative merits of direct and indirect seasonal adjustment.  Direct seasonal adjustment is the simple case where a time series is seasonally adjusted.  Indirect seasonal adjustment is where a seasonally adjusted (aggregate) series is derived from the seasonal adjustment of other component series (for example, unemployment, seasonally adjusted, can be derived by seasonally adjusting time series of male and female unemployment separately and then adding the adjusted series).

It is very difficult to generalise about the relative quality of seasonal adjustment for aggregate series derived from the direct and indirect approaches.  Analysis on a case-by-case basis is often recommended to help in this assessment.  The stability of series at a high level of aggregation has to be weighed against the potential gain in tailoring seasonal adjustment parameters to the potentially different seasonal behaviours of different components within that aggregate.  

Population of quarterly supply and use tables is somewhat different in that it requires seasonally adjusted series at very low levels of disaggregation; far more so than in the current systems we have in place in the UK for seasonal adjustment of the national accounts.  For example, the need for a detailed product breakdown of imports and exports of services for supply and use tables necessitates seasonal adjustment of nearly 500 series, compared to the 56 in the current system.  

The problem with seasonal adjustment of highly disaggregated series is that the time series for these series tend to be volatile and of a much poorer quality than more aggregated series.  Many of the data sources feeding the national accounts frameworks are sample surveys of businesses.  Series from these surveys degrade as they are disaggregated, with sample sizes diminishing and sampling errors accounting for an ever higher proportion of variation in the series.  In time series terms, the signal to noise ratio decreases.  The consequence of this for highly disaggregated series is that the standard errors around the estimates of seasonality, and hence of the seasonally adjusted series, severely compromises the quality of the adjustment.  This problem is not confined to sample survey sources, but occurs with many of the datasets which feed into the accounts.
There are also practical problems with seasonal adjustment of high volumes of series.  In adjusting a single series, then the quality of the seasonal adjustment can be monitored in detail with any potential problems being considered and parameters of the adjustment optimised through a careful process of analysis.  If the same time series is seasonally adjusted indirectly, split into 369 component series, then this becomes very resource intensive to do effectively.  In practical terms, the need for seasonal adjustment of highly disaggregated series for supply and use tables means that seasonal adjustment has to be largely automatic, with the tailoring of seasonal adjustment to individual series following a pre-programmed procedure and quality monitoring done by a system of automatic exception reporting.   
This is important to be aware of in the design of a methodology for populating supply and use tables, and an important reason why aggregation before seasonal adjustment might be preferred.  In many cases this is difficult to achieve, and the consequential low precision of seasonal adjustment is a systematic source of error within the supply and use construct.
Chain-linking and Seasonal Adjustment

Literature on the interaction between seasonal adjustment and chain-linking is much less well developed and this is an area in need of more research.  Indeed, work has yielded inconsistent results, with a paper presented by the Bundesbank at a recent European meeting concluding that the potential for bias is reduced if seasonal adjustment is performed after chain-linking, while some earlier work for the ONS here in the UK concludes that, if using the quarterly overlap method of chain-linking, then it is better to perform seasonal adjustment before chain-linking.

This latter conclusion is a counterweight to the conclusion of the previous section of this paper.  Chain-linking is, in effect, a form of aggregating series and so if seasonal adjustment is to be preferred before chain-linking then it suggests that it should be performed at a lower level of disaggregation.  However, the paper from the Bundesbank should serve as a warning that if seasonal adjustment is performed first, then there is potential for the reintroduction of seasonality in the chain-linking process.  Careful testing for seasonality after chain-linking is therefore prudent.
A technical consideration is that quarterly (or monthly) series expressed in Previous Year Prices are discontinuous between years and are therefore not suitable for seasonal adjustment.  The appropriate form of the volume measure for seasonal adjustment (within an annual chain-linking system) is the Chain Volume Measure.

Chain-linking and Aggregation

Ideally chain-linking should take place at the most detailed level possible, at the level at which deflation takes place.  However, in practice, data availability needs to be taken into account, including both the cost and reliability of estimating weights at such a detailed level.  However, in principle, chain-linking is the method of aggregation within the supply and use tables.  It is the availability of price data which is the main driver for the large dimensions of the tables being considered in the UK.
Balancing 
Within the UK the current method of balancing requires significant judgemental emphasis to confront the conflicting data sources.  The vision is to move onto more systematic and automatic techniques.  

The main focus of the balancing procedure, whether automated, based on expert review and analysis, or a combination of both, is on the PYP version of the seasonally adjusted supply and use tables.  This is because PYP series have the property of additivity; the basic identity of GDP(O) = GDP(E)  holds in PYPs but not for series expressed in CVMs.

A full set of supply and use tables with dimensions of 369 products and 197 industries is very large to analyse and understand for balancing purposes.  This may therefore need to be aggregated to some intermediate level (probably below that of published aggregates) to make the balancing analysis feasible.  

Balancing adjustments will be applied to quarterly PYP series within the supply and use tables.  Again, an assumption will be made that these adjustments are not seasonal (reinforcing the need to check for residual seasonality in key aggregates at a later stage).        
Order of Processing

The processes of deflation, aggregation, chain-linking, seasonal adjustment and balancing need to be ordered carefully.  This involves minimising potential for the introduction of bias, maximising the quality of the seasonal adjustment, deflating at the lowest appropriate level for which price information is available and optimising the level at which a balancing analysis can be performed.
To some extent, each individual component of GDP needs to be considered on a case-by-case basis to design an approach that works.  The nature of data sources, classification systems, availability of prices, publication requirements and conceptual bases for different components all need to be taken into account.  The situation is relatively straightforward for income components where current prices suffice.  For components of the output and expenditure methods, the following basic schema can be applied, with modifications, to most components:

1. At the level of deflation express quarterly constant prices in PYPs.

2. Aggregate PYPs to the level of seasonal adjustment

3. Chain-link the quarterly PYPs (and benchmark to the annual version) 

4. Seasonally adjust this series

5. Unchain this series to give seasonally adjusted PYPs

6. Aggregate to the level of publication, chain-link and benchmark as before giving seasonally adjusted CVMs for published aggregates.

Note that the balancing process and the application of balancing adjustments can either take place at the level of stage 4, or at an intermediate level between stages 5 and 6.
Things are a little more complicated for the output measure as a full industry by product matrix is required.  The approach for domestic output in the UK is as follows.

Using inputs of: monthly turnover/sales in current prices (CP) by industry; annual product breakdowns of output for each industry; and monthly deflators by product (derived using a weighted harmonic mean of producer price indices and export price indices):

1. Apply annual product breakdowns to each industry’s monthly CP sales.

2. Sum to product totals.

3. Deflate and create monthly PYPs and CYPs (Current Year Prices) for product totals.

4. Allocate PYPs and CYPs across industries using CP annual product proportions.

5. Sum CYPs and PYPs to obtain industry totals.

6. Chain-link to create CVMs.

7. Perform seasonal adjustment on the monthly CP and CVM industry total series.  

8. Unchain to create seasonally adjusted CYPs and PYPs.

9. Allocate back across products using annual CP product sales.

This is a pragmatic approach, which is in part constrained by processing time considerations within current systems.  One of the merits of the system is that it only requires the seasonal adjustment of 394 series; CP and CVM series for each of the 197 industries, even though the entire 197 industry by 369 product matrix is derived in seasonally adjusted form in different price forms.  This fulfils the supply and use requirements.  Note that this particular dataset, as expressed above, is monthly, but can be aggregated (or averaged for those series expressed in index number form) to form quarters at any point.
Transition of Seasonal Adjustment from the Current System
The current national accounts system in the UK is well established and involves the seasonal adjustment of many thousands of series.  Seasonal adjustment experts have been involved in setting up seasonal adjustment parameter files and monitoring and reviewing these files over many years.  Much knowledge of the series, with time series interventions for structural breaks in series and outliers attributable to known causes in the series, is invested in these files to ensure that the seasonal adjustment is optimised.

The new time series structures required for populating quarterly constant price supply and use tables with seasonally adjusted data mean that new parameter files will, in the main, need to be set up.  Indeed, the task is daunting, with many thousands of new seasonal adjustment parameter files required.

In developing the strategy for transition the first thing to be acknowledged is that development of tailored parameter files for the new seasonal adjustment structures, incorporating all the information invested in the current system is an extremely time consuming task which is not feasible without a very large amount of resource.  Within the UK we are most unlikely to want to use expert resource on this scale to optimise all the seasonal adjustment.  
In this context the development of as sophisticated and robust a default option as possible for the seasonal adjustment is sensible as this will, initially, be extensively used.  Ideally, this default would distinguish between those that exhibit seasonality and those that do not and to test whether an additive or multiplicative adjustment is appropriate.  For monthly series, a test for trading day could also be incorporated.  It is also important that a monitoring system is put in place based on exception reporting, where, for example, a warning message is generated if, when a series is seasonally adjusted in a live national accounts processing run, a large outlier is detected in the most recent period.  Procedures also need to be set up to monitor for residual seasonality, particularly in key published aggregate series.
It is envisaged that all seasonal adjustment would initially be set in default mode.  However, as resources permit seasonal adjustment experts will need to improve this seasonal adjustment by introducing tailored parameter files.  This is a very large programme of work and it may be decided that for some of the lowest priority datasets default options are sufficient in the longer term.  The prioritisation of the detailed work should be driven by a number of considerations including; the importance of a series or group of series to users, their size, known behaviour of series and potential for seasonal adjustment problems and problems arising from the ‘live’ monitoring procedure.  
Some Complications
The simplified version of the accounts described above hides many of the detailed difficulties that make the accounts so fascinating and infuriating for its practitioners.  A list of some of the key ones which may have an impact on the specification or structural design of the seasonal adjustment procedures are as follows:
1. The need to provide additional outputs for publication or provision to Eurostat, sometimes using slightly different aggregations or classifications to those required for supply and use.  This may necessitate seasonal adjustment at a lower level of disaggregation than would otherwise be the case, or a set of seasonally adjusted series that are classified differently to the principal set (and which may need to be calibrated to ensure they add to the same total as the supply and use set).
2. The interlinked nature of many parts of the accounts, in which the same data feed into more than one component, or estimates derived from one component are used in another component (e.g. the use of price deflators from domestic production to use in the deflation/chain-linking of inventories).
3. Some of the technical adjustments associated with bridging the gap between basic prices (the prices that producers of goods sell their goods at) and market prices (the price at which goods are sold in shops for final consumption).  The Output measure components tend to be expressed in basic prices and Expenditure measure components in market prices and so some additional (product) vectors are required in the tables to take account of wholesale and retail margins and taxes and subsidies.  These are conceptually difficult parts of the accounts with deflation and seasonal adjustment requiring careful consideration.   

4. The particular complexities around change in inventories, where the concept being measured is a change between opening and closing stocks, but where there are complications associated with valuation of stocks and the separation of the Current Price change in stocks into the nominal value of the physical change in stocks and the financial holding gain or loss associated with stocks.  It is very difficult to design a system of chain-linking and seasonal adjustment that preserves, satisfactorily, the conceptual bases required in the accounts for these components.  This also happens to be an area of the accounts where data are often not very robust.

5. Similar conceptual and data problems occur in the estimation of the intermediate consumption matrix.

Unsurprisingly, in practice, while a new annual balancing system is pressing ahead in the UK, based on the constant supply and use framework, the quarterly version is really challenging the capabilities of the new system and remains an aspiration at this stage.
Conclusions
Populating detailed quarterly constant price supply and use tables with seasonally adjusted time series is not easy and compromises are necessary in the design.  A particular concern is the level of disaggregation at which seasonal adjustment almost inevitably needs to be performed in order to have a workable system.  In the UK, design has required careful consideration of each of the components of the supply and use matrix, taking account of a large number of factors, to ensure that deflation, aggregation, balancing and seasonal adjustment are ordered in a way which maximises the quality of the final estimates.

The design for seasonal adjustment for the national accounts, based on a quarterly constant price supply and use balancing procedure has been specified in the UK, but has not yet been implemented.  If and when this takes place, then the empirical findings should help shed light on whether some of the concerns about seasonal adjustment are quantitatively important in practice.  However, it is unlikely that any problems that do arise, will undermine the many benefits offered by the new framework and the analytical opportunities it offers.
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